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Abstract— Real-time 3D mapping has many applications and
has recently received a large interest due to availability of con-
sumer depth cameras at low prices. In this paper, we present a
3D registration and mapping method that heuristically switches
between photometric and geometric features, therefore allowing
it to accurately register scenes that may lack either visual
or geometric information. We propose a novel informative
sampling based geometric 3D feature extraction technique in
which the points carrying the most useful geometric information
are used for registration. This increases the computational speed
significantly while preserving the accuracy of the registration
when compared to using the dense point cloud for registration.
After extracting the features from sequential frames, they
are assigned with feature descriptors and matched with their
correspondences from the previous frame. The matches are
then refined and a rigid transformation between the frames is
calculated using a highly robust estimator. A global pose for the
camera and associated 3D position of the points are computed
by concatenating the estimated relative transformations and a
3D map is constructed. We evaluate our method on publicly
available RGB-D benchmark datasets [1] and compare it to the
state of the art algorithms.

I. INTRODUCTION

In the past few decades, the area of mobile robotics
and autonomous systems has attracted substantial attention,
resulting in major advances and breakthroughs. One topic of
interest has been the Simultaneous Localization and Mapping
(SLAM) [2] problem, which involves simultaneously esti-
mating the robot or a moving camera pose and constructing
a map of the robot’s unknown environment. Despite the
development of various solutions to this problem, many
challenges are still present.

The recent advent of cheap RGB-D sensors (such as the
Microsoft Kinect and ASUS Xtion PRO LIVE) has increased
the interest in obtaining dense 3D models of the environment
instead of the sparse 2D maps [3][4][5]. The main motivation
is that dense 3D maps contain additional information that can
be effectively used to improve the robot’s ability to recognize
and manipulate objects in its environment. Furthermore, the
additional information provided by 3D maps can be used to
improve navigation, collision avoidance and path planning
algorithms. A 3D representation of the environment is also
very useful in augmented reality applications that facilitate
interactions between the real and virtual environments [3].
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RGB-D cameras are able to capture RGB images as well
as pixel depth information. For instance, the newly released
Microsoft Kinect 2.0 provides a resolution of 1920 × 1080
at at high frame rates (30 frames/second) and provides
depth information that is fairly accurate up to 5 meters.
The availability of RGB-D sensors at low prices have made
those attractive 3D sensors for various computer vision and
robotics applications. One of the challenging problems of
using RGB-D sensors is to solve SLAM in structureless
and textureless environments. In addition, the computational
requirements of processing the abundant amount of informa-
tion provided by RGB-D sensors pose significant challenges
for real-time SLAM tasks.

In this paper, we outline the problem of 3D registration and
mapping in an environment that may contain either texture-
less or structureless scenes. Therefore we present a method
that can automatically switch between using geometric and
photometric features for registration based on what kind of
information is available in the scene. We present a novel
method for 3D geometric feature extraction based on an
informative sampling scheme using ranked order statistics.
The method is able to exploit the geometric information of
the points and their neighbors to identify points that carry the
most useful information. We call the points resulting from
our informative sampling scheme: Informatively Sampled 3D
(IS3D) features.

The main advantage of using sparse IS3D features is
the ability to achieve registration accuracy that is similar
to the accuracy achieved when using the full dense point
cloud for registration, while reducing the computational time
significantly in order to meet real-time constraints. The first
step in our approach is to extract features from sequential
frames and match those using appropriate descriptors. The
next step is to refine the above matches and estimate a rigid
transformation between the frames using a robust estima-
tor [6]. Finally, a global pose of the camera and associated
3D position of the points are computed by concatenating
the relative transformations leading to the construction of a
map of the environment. We will evaluate the performance
of our method using publicly available RGB-D datasets and
show that our method performs well in scenes with either
low texture as well as low structure.

II. RELATED WORK

One of the first RGB-D mapping methods was developed
by Henry et al. [4] in which an RGB-D sensor (i.e. Mi-
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Fig. 1: A reconstructed (a) ’freiburg2 desk2 sequence (b)
’freiburg1 xyz sequence using the proposed registration
method

crosoft Kinect) was used to capture the scenes of an indoor
environment and obtain a dense 3D reconstructed model.
In their implementation, FAST (Features From Accelerated
Segment Test) [7] features were extracted and matched
between sequential frames using their assigned descriptors.
RANSAC was then used to refine the matches and estimate a
6 degree of freedom (6DOF) camera pose. This transforma-
tion was then refined using an iterative closest point (ICP)
algorithm [8]. For achieving global consistency a Sparse
Bundle Adjustment (SBA) [9] method was employed and
loop closure was detected by matching the current frame to
previously collected key-frames. Endres et al. [5] proposed
a similar method which used SIFT [10], SURF [11] or
ORB [12] for feature extraction in place of FAST and pose-
graph optimization for global optimization. Du et al. [13]
proposed an RGB-D mapping system that incorporates on-
line user interaction and feedback allowing the system to
recover from registration failures which may be caused by
fast camera movement. Audras et al. [14] proposed an optical
flow based RGB-D SLAM that does not rely on the error
prone feature extraction and feature matching steps.

Newcombe et al. [3] presented a GPU based 3D modeling
approach that uses a truncated signed distance function
(TSDF) to represent the scene geometry called ”KinectFu-
sion”. They proposed an ICP variant that matches the current
frame to a full growing surface model instead of matching
sequential frames. The volumetric surface representation of
the constructed model is stored in GPU memory and as such,
their method is computationally expensive and is limited to
small environments. Whelan et al. [15] solved this issue
by presenting an extension to the ”KinectFusion” in which
they implemented the TSDF as a cyclical buffer allowing the
reconstructed area to move around the real world and vary
dynamically.

Bachrach et al. [16] presented a visual odometry and
mapping system for unmanned air vehicles (UAVs) using
an RGB-D camera in which FAST features were extracted
from sequential pre-processed frames at different pyramid
levels, followed by an initial rotation estimation that lim-
ited the size of the search window in order to speed up

feature matching. The matching was performed by finding
the mutual lowest sum of squared difference (SSD) score
between the descriptor vectors. A greedy algorithm was
employed to find the correct matches which were then used
to estimate the motion between frames. Instead of matching
sequential frames, they matched the current frame to previ-
ously stored key-frame, which helps to reduce the drift in
the motion estimation. Hu et al. [17] outlined the problem
of not having insufficient depth information in large areas
due to the limitations of RGB-D sensors. They proposed
a switching algorithm that heuristically chooses between
an RGB-D SLAM approach similar to Henry et al’s. [4]
method and a monocular SLAM, based on the availability
of depth information. The two maps were merged using a
3D Iterative Sparse Local Submap Joining Filter (I-SLSJF).
In our previous work [18], we outlined the problem of 3D
registration in dark environments and proposed a method
that switches between RGB and IR images for visual feature
extraction and matching based on the brightness of the RGB
image. A highly robust estimator [6] was then employed
to estimate the transformation between sequential frames.
The estimate was then refined using the ICP algorithm. This
method fails in cases where both the RGB and the IR images
contain insufficient visual information, since ICP alone fails
to provide an accurate estimate without being provided with
a good initial guess. We recently proposed a method [19]
that solves this issue by only using depth information for
registration. We developed a ranked order statistics based
sampling scheme that is able to extract useful points for
registration by directly analyzing each point’s neighborhood
and the orientations of their normal vectors. However, this
method failed when registering scenes with low structure.
The method proposed in this paper is designed to overcome
the above issues by switching between using geometric and
photometric features for registration. We also developed a
geometric feature extraction method that is different to our
previous approach. In the method presented in this paper, we
segment the normal vector orientations of points into groups,
and select points that do not belong in any major orientation
group, as opposed to analyzing each points neighborhood.

Our proposed method is somewhat similar to Kerl et
al’s. [20] method as they also use photometric and geometric
information for RGB-D registration. In their implementation,
they use all the points for registration and optimize both
intensity and depth errors. In contrast to their method, we
select only a subset of the points for registration (since using
the dense point cloud is computationally expensive) and use
either photometric features or geometric features, based on
the information available in the scene. Daoudi et al. [21] and
Druon et al. [22] also used both photometric and geometric
information for registration by adding color information to
the ICP algorithm. However, since ICP only works when
there is a good initial alignment, we advocate the use of
geometric and photometric features for registration.

In this work, we address the problem of registering RGB-
D images in an environment that would contain either
insufficient visual or geometric information and we propose



a method that uses either, based on what type of information
is available in the scene. Geometric 3D features are obtained
using a novel ranked order statistics based informative sam-
pling method. Extracted features from sequential frames are
matched using their assigned descriptors (SHOT [23] for
geometric features and BRIEF [24] for photometric features).
A highly robust estimator (MSSE) [6] is then employed
to obtain a large majority of good matches and estimate
a 6 degree of freedom (6DOF) transformation between the
two frames. In the final step, a global pose of the camera
and associated 3D position of the points are computed by
concatenating the relative transformations, leading to the
construction of a map of the camera’s surroundings. These
steps are explained in the following sections.

III. THE PROPOSED REGISTRATION AND MAPPING
METHOD

A. Selection between photometric and geometric features

According to our experiments, the computational speed of
the registration using visual features is around five order of
magnitude faster than geometric 3D features. As such, we use
photometric features as much as possible. However, there are
situations where the information provided by those features
become unreliable because not enough features are detected.
To detect those situations, at every iteration, we calculate the
number of visual features that are currently extracted, and if
this number is less than a predefined threshold, the method
switches to using geometric features for registration. We
experimented with different threshold values and we selected
the one that provided the best balance between accuracy and
efficiency. An alternative method that we implemented for
the selection between geometric and photometric features
was to extract both type of features and compare the number
of features extracted, and select the method that extracted
the higher number of visual features. However, since this
method relies on extracting the geometric features at every
iteration, it results in a slower performance when compared
to using the more computationally efficient visual features
by default and only switching to using geometric features
when necessary.

B. Photometric features

We employ ORB features [12] for visual feature extraction
because those are FAST features [7] that include orientation
information as well as an intensity component. Furthermore,
ORB produces multi-scale features since it employs a scale
pyramid of the image and extracts features at each level.
ORB also uses a feature descriptor based on BRIEF de-
scriptors [24] which relies on effectively classifying image
patches based on a relatively small number of pairwise
intensity and orientation comparisons. Based on this com-
parison, binary strings are created which define a region that
surrounds a keypoint. ORB has been shown to be around
two orders of magnitude faster than SIFT, while achieving
similar accuracy [12]. The next step is to project the extracted
features to 3D, since their 3D coordinates will be used
in section III-G for registration. The 3D projection using

Fig. 2: Example of estimated surface normals for a subset of
points using a small search radius (left) large search radius
(right) (Courtesy of and permission granted by Radu B.
Rasu [25]).

the standard pinhole camera model is calculated using the
following equations:

X = (u− cx) ∗ Z/fx (1)

Y = (v − cy) ∗ Z/fy (2)

where (u, v) is the image coordinate of an extracted visual
feature and (X,Y, Z) is its projected 3D coordinate in the
camera optical frame. Z is obtained from the depth image
which is provided by the Microsoft Kinect. fx and fy are the
focal lengths in the horizontal and vertical axises respectively
and (cx, cy) is the 2D coordinate of the camera optical center.
We also note that the point cloud is generated using (1) and
(2) for every pixel in the depth image.

The following two sections (III-C and III-D) are only
necessary if geometric features are used.

C. Preprocessing the point cloud

Due to the decrease in depth accuracy the further the points
are from the camera, we eliminate the points that are more
than 5 meters away from the sensor. The Microsoft Kinect
provides depth images at a resolution of 640 × 480. This
results in a point cloud containing 307200 points. Processing
the dense point cloud is computationally expensive. As such,
we uniformly down-sample the point cloud in a way that
all points lying inside a predefined radius are reduced to
a single point (their centroid). As a result, the minimum
distances between points in the point cloud are constrained
and the total number of points are reduced. The point cloud
spatial resolution is also reduced the further the scene is
from the RGB-D camera. In order to achieve a fairly uniform
distribution in depth, we assign a variable search radius to
every frame based on the average distance between each
point in the point cloud and its nearest neighbors. In our
experiments, the above procedure reduces the number of
points to around 3500 points [19].

D. Normal vector estimation

We estimate the normal to a surface at every point in
the down-sampled point cloud by fitting a plane to the
point and its neighbors in a search area that is obtained



using the method explained in section III-C. The search
area is intentionally large to include points from adjacent
surfaces, therefore affecting the surface normals near edges
and corners. By doing so, we differentiate between the angles
of normals lying on either plane and those near corners and
edges. This concept is illustrated in Fig. 2 in which the effect
of using a large search area is demonstrated in the right
image.

E. Informatively sampled 3D features

The proposed feature extraction technique aims to infor-
matively sample the point cloud into a subset of points such
that only points that are not part of any dominant normal
orientation group (a group of points with similar normal
orientations) are selected as feature points. First, we find a
normal orientation that is shared by a predefined percentage
of points (ḱ) using a ranked order statistics based estimator
(MSSE) [6]. MSSE is comprised of two main steps, first the
MSSE fits a given model to a set of data that may contains
outliers or multiple structures. In the second step, the scale of
noise from this data is estimated and different structures are
segmented. This is achieved by randomly selecting n points
from the original point cloud (also contains a normal vector
calculated at every point) and then the angle differences (φ)
between each point’s normal orientations and the randomly
selected points are calculated (called residuals - r) using the
following equation:

φ = arccos(pi.qf ) (3)

where φ is the angle between two normal vectors pi and
qf . The residuals are then squared, sorted in an ascending
order and stored in an n×m (m is the number of points in
the point cloud) matrix. Having set the ḱ, then the normal
orientation associated with the least ḱ-th order residual is
chosen as a the first dominant orientation (θd1). Using the
residuals of that orientation, the selected feature points that
are not included in any dominant normal orientation group
are obtained by checking the following condition:

|ri+1| > Tσi (4)

where i starts at ḱ (since we assume that the points up to
the ḱ-th residual are included a dominant normal orientation
group) and T is a constant value (2.5 is usually used to
indicate an inclusion of around 99% of inliers based on a
normal distribution). σk is calculated using the following
equation:

σk =

√√√√√√
k∑

i=1

r2i

n− p
(5)

where p is the dimension of the model. Fig. 4 illustrates
this concept in which both sides of (4) are plotted. In
this example we segmented the point cloud (which was
captured by a Microsoft Kinect of an indoor office scene)
into three groups. The first group includes points that have
very small residuals (their normal orientations are similar

(a) (b)

Fig. 3: A comparison between different sampling techniques.
The point clouds after: (a) uniform sampling (b) IS3D
sampling.

to θd1). The second group contains the feature points that
are of our interest, since the condition in (4) is met. It can
be seen that for points in the third group, |ri+1| < Tσi,
which means that another structure (dominant orientation) is
present, and in this example, the residual values of this group
correspond to an angle difference of around 90◦ from the first
dominant orientation θd1. Since the scene is taken of an office
scene, it is dominated by planes that are either parallel or
perpendicular to each other (which explains the ≈ 90◦ angle
difference between the dominant orientations). Points laying
on those planes contain redundant information and are ill-
conditioned for registration purposes. As such, using these
points for registration can deteriorate the estimation outcome.
Thus, we are interested in points included in the second
group, since they correspond to corners, edges and surfaces
containing significant local curvature. Those points carry
useful information for registration purposes. The feature
extraction algorithm is described in detail in algorithm 1.
An example of 3D features extracted from a scene using the
proposed method is shown in Fig. 3

F. Feature Matching

Matching between visual feature descriptors (ORB) is
implemented by finding the nearest neighbor using the effi-
cient Hamming distance [12]. As for geometric 3D features,
the process of constructing a descriptor vector, even for
a small sample of the point cloud (described in section
III-C), and matching those with their correspondences is
computationally expensive. Therefore, we introduce a novel
informative sampling scheme based on using ranked order
statistics (described in section III-E) in which only points
carrying useful information are included. This procedure
results in a point cloud that contains around 350 points only.
A feature descriptor is then computed for each extracted 3D
feature. We found that SHOT descriptors [23] provided the
most accurate matches while it is only slightly more compu-
tationally expensive than other descriptors. Matching SHOT
descriptors was performed by finding the nearest neighbors
in the descriptor vector space. We used a mutual consistency
check for matching both photometric and geometric features.
This is achieved by finding the correspondences from the
source frame (at time t) to the target frame (at time t − 1)
and vice versa. Only pairs of corresponding points that are
mutually matched to each other are considered as the initial
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Fig. 4: Classification of points based on the calculated residuals using the MSSE constraint.

Algorithm 1 Step-by-Step Algorithm of Proposed Feature
Extraction Method

1: Input: Point cloud with Normals Pn

2: Output: Sampled Point cloud Pd

3: Initialize and clear matrix α;
4: Initialize a k-th order k′;
5: for i = 1 to n do
6: Randomly select a point from the point cloud Pi;
7: for j = 1 to length(Pn) do
8: Calculate angle between normals (φj) of Pi and
Pj ;

9: Add φ2j to the matrix α;
10: end for
11: Sort the elements of row i of matrix α in an

ascending order.
12: end for
13: Find the normal orientation that corresponds to the least

k′-th order residual of matrix α.
14: Apply the MSSE constraint (4) to find the 2 transition

points (updated k′) and (l′) that separate the 3 groups;
15: Store indices associated with points that have |ri+1| <

Tσi (group 2) into indices vector KIndices;
16: Store points from Pn associated with KIndices into Pd;
17: return Pd;

correspondences.

G. Inlier Detection and Initial Transformation Estimation

The matching procedure described above usually results
in many false matches (outliers). In order to refine those
matches and obtain the inlier set that correspond to the good
matches, we use a high breakdown point robust estimator
(e.g. MSSE [6]). The MSSE is based on the robust least K-
th order statistical estimator and can tolerate a higher ratio
of outliers compared to RANSAC (we previously showed
that MSSE outperforms RANSAC in terms of registration
accuracy [18]). We previously used MSSE in section III-

Algorithm 2 Step-by-Step Algorithm of Proposed 3D Reg-
istration and Mapping Method

1: Input: Depth image (previous frame) dt, Depth image
(current frame) ds, RGB image (previous frame) ct,
RGB image (current frame) cs

2: Output: Transformation between frames T , Global pose
of camera Gn, Map M

3: Extract ORB features from ct and cs;
4: if number of visual features < threshold then
5: Obtain target (Pt) and and source (Ps) point clouds

using the depth images, (1) and (2);
6: Filter point clouds;
7: Uniformly down-sample Pt and Ps to ≈ 3, 500;
8: Calculate normal vectors at each point in Pt and Ps;
9: Extract IS3D features from Pt and Ps as described

in Algorithm 1;
10: Assign SHOT descriptors to each feature point in Pt

and Ps;
11: else
12: Assign ORB descriptors to each extracted feature

point from source and target frames;
13: end if
14: Initially match the extracted features between the fea-

tures using their descriptors and a mutual consistency
check;

15: Obtain the inliers (good matches) using MSSE and
estimate the 6DOF transformation T between the two
consecutive frames;

16: Concatenate the estimated transformations to obtain a
global pose of the camera Gn.

17: Transform and map (M ) the points with respect to a
global reference frame;

18: return T , Gn and M ;



E to segment the points according to their surface normal
orientations. In this step, we similarly select the minimum
number of inliers that are required to define a structure
(ḱ). Then we randomly select a thousand sets of 3-tuples
of corresponding initial matches (although the minimum
number of correspondences required to constrain the trans-
formation estimation is two, we select three correspondences
for achieving a more accurate estimation [26]) and for
each set, the transformation is estimated using the following
equation:

T∗ = argmin
T

( Ad∑
i=1

wi|T(pis)− pit|2
)

(6)

T =

[
R t
0 1

]
(7)

where T∗ is the estimated 6 degree of freedom (6DOF) trans-
formation and is comprised off a translational component
t ∈ <3×1 and a rotational component R ∈ SO(3), ps and
pt are the 3D coordinates of the matched feature points of
the source and target frames respectively, Ad is the number
of correspondences (here Ad = 3) and wi is a weighting
factor that takes the distance between the point from the
source point cloud to the camera into account (due to the
decrease in depth precision the further the camera is from the
scene). The calculated transformation is then applied to all
the points in the source frame and the distances between the
transformed feature points and the corresponding points in
the target frame are calculated (called residuals - r) and their
squared values are sorted in ascending order. This results
in 1000 transformation hypotheses and for each hypotheses,
a set of ordered squared residuals is obtained. The next
step is to search for the hypotheses with the least ḱ-th
order residual. Using the residuals of that transformation
hypothesis, the inlier group members are chosen by applying
(4) iteratively starting at i = ḱ and incrementing this value
at each iteration until the condition is met. The final step
involves re-calculating the transformation using the refined
matches.

H. Global Pose Estimation and Mapping

The transformation that was described in section III-G
describes the motion between successive RGB-D frames. In
order to obtain a global pose of the sensor with respect
to a fixed global reference frame, the estimated relative
transformations are concatenated up to the current time
using:

Gn = Gn−1Tn,n−1 (8)

where Gn−1 is the previous global transformation with
respect to the pose of the global reference frame G0 at n = 1
and Tn,n−1 is the 6DOF transformation between consecutive
frames. Finally, the map is constructed by transforming the
points from the current frame the estimated global reference
frame using Gn. Fig. 1 shows reconstructed 3D maps of two
of the sequences available in the RGB-D benchmark [1].

(a)

(b)

Fig. 5: Visualization of the absolute trajectory error (ATE)
which was calculated after performing our proposed method
on the: (a) ’freiburg3 nostructure texture near withloop’ se-
quence (b)’freiburg3 structure texture far ’.

IV. EVALUATION

We evaluated the performance of our proposed registration
and mapping method using the publicly available RGB-D
benchmark provided by the Technical University of Mu-
nich [1]. The datasets contain a large variety of scenes
captured by an RGB-D sensor and provide highly accurate
ground truth data that were obtained by an external motion
capture system. All algorithms were performed on a Dell
Latitude E6320, powered by an Intel i5-2540 processor, 8
GB of RAM and running on Ubuntu 12.04 and the Robot
Operating System (ROS Hydro) [27].

A. Evaluation metrics

For the evaluation of the compared methods, we use the
absolute trajectory error ATE metric provided by [1] in which
the absolute distances between the estimated and ground
truth data are calculated. Given a sequence of camera poses
from the estimated trajectory P1, . . . ,Pn ∈ SE(3) and
from the ground truth trajectory Q1, . . . ,Qn ∈ SE(3), the
ATE at time-step i is calculated using the following equation:



ATEi = Q−1i SPi (9)

where S denotes the rigid body transformation that aligns
the coordinate frames of Pi and Qi (in our case, S is set to
the identity matrix since we use the same coordinate frame
are for both the trajectory estimate and ground truth data).
We then calculate the mean error over all time indices n of
the translational components of the ATE:

´ATE =
1

n

n∑
i=1

||trans(ATEi)||. (10)

In the following section, we will evaluate the perfor-
mance of our proposed algorithm using this metric. We will
use RGB-D datasets with varying amount of texture and
structure. Our proposed method will be compared with an
RGB-only approach which uses visual features (ORB), and
a depth-only approach that utilities geometric 3D features
(IS3D) for registration. Fig. 5 shows an example of the
absolute trajectory between the trajectory that was estimated
using our proposed method and the ground truth data.

B. Texture vs. Structure

We first evaluated our method in tex-
tured and structureless scene. We used the
’freiburg3 nostructure texture near withloop’ and
the ’freiburg3 nostructure texture far’ sequences.
Both scenes are captured by moving the camera
over a highly textured planar surface. We then
evaluated the performance of the proposed method
using the ’freiburg3 structure notexture near’ and
’freiburg3 structure notexture far’ sequences. Both
sequences are captured by moving the camera
along a zig-zag structure built from wooden panels
containing very limited visual features. Finally,
we use the ’freiburg3 structure texture near’ and
’freiburg3 structure texture far’ sequences, which consist
of moving the camera along a zig-zag structure built from
wooden panels that is fully wrapped in a colorful plastic
foil. These sequences contain significant photometric and
geometric information. Table I summarizes the results of
this evaluation. It can be seen that the proposed method
significantly outperforms the depth-only method, and
performs comparably to the RGB-only method when using
the textured/structure-less scenes. In textureless/structured
sequences, our method outperforms the RGB-only method
and achieves similar accuracy to the depth-only method. The
reason that our method achieved similar results to the RGB-
only method in textured/structure-less sequences and the
depth-only method in the textureless/structured sequences
is that it only used visual features only or geometric
features only for registration. As such, it was essentially an
RGB-only or a depth-only approach. In the final evaluation,
table I shows that the proposed approach outperforms
both methods in textured/structured sequences using a
combination of geometric and photometric information.

TABLE I: The mean absolute trajectory error (ATE) between
the estimated trajectory and the ground truth data.

Dataset RGB-only Depth-only Proposed method

fr3/nostructure texture near 0.063m 1.842m 0.065m

fr3/nostructure texture far 0.099m 1.155m 0.097m

fr3/structure notexture near 0.519m 0.098m 0.096m

fr3/structure notexture far 0.247m 0.081m 0.081m

fr3/structure texture near 0.072m 0.126m 0.046m

fr3/structure texture far 0.170m 0.221m 0.081m

Average error 0.195m 0.587m 0.077m

C. Comparison with the state of the art methods

In this evaluation, we compared the proposed method
with other state of the art registration techniques. The first
compared method extracts and matches visual features only
(ORB features) between consecutive frames in a similar way
to our method, and then refines the matches and estimates
a transformation between the frames using RANSAC. The
second compared method adds an iterative closest point
(ICP) refinement step to the first method. In order to achieve
real time performance, we down-sampled the point clouds
to 15000 points before applying the ICP algorithm. Table
II shows a summary of the comparison between the perfor-
mance of different registration methods. The results show
that our method outperforms the other methods in terms
of registration accuracy (using the ATE metric). We also
found that adding the ICP refinement step to the RANSAC
method resulted in deteriorating the estimation on a number
of occasions. This is mainly due to ICP taking a long
time to converge in some instances, therefore disrupting the
estimation outcome. We also note that the ICP refinement
method performed poorly in the fr3/structure notexture near
sequence, despite it containing significant structure. This is
due to ICP only performing well when there is a good
initial alignment. Since there are insufficient visual features
in that sequence, RANSAC was not able to obtain an accurate
estimation. Table III summarizes the computational perfor-
mances of the compared methods. RANSAC was slightly
faster than the proposed method. Also note the higher
computational time when performing our method on the
’fr3/structure notexture near’ sequence. The reason is that
our method only extracted geometric features for registration,
which are more computationally expensive to extract and
match when compared to visual features.

V. CONCLUSION

In this paper, we presented a novel registration and map-
ping approach in which both geometric and photometric
information are utilized. We showed in our experimental
evaluation that the proposed method performs well in scenes
with low structure as well as low texture. We also developed
a novel sampling method that informatively samples a point
cloud into a subset of points carrying the most useful infor-
mation for registration. We also showed that the proposed
method outperforms other well known registration methods



TABLE II: The mean absolute trajectory error (ATE) be-
tween the estimated trajectory and the ground truth data.

Dataset RANSAC RANSAC+ICP Proposed method

fr1/xyz 0.133m 0.144m 0.071m

fr1/desk 0.117m 0.181m 0.069m

fr1/desk2 0.205m 0.175m 0.112m

fr2/xyz 0.098m 0.226m 0.052m

fr2/desk with person 0.261m 0.436m 0.147m

fr3/nostructure texture near 0.091m 0.191m 0.065m

fr3/structure notexture near 0.464m 0.379m 0.093m

fr3/structure texture near 0.164m 0.142m 0.046m

Average error 0.191m 0.234m 0.081m

TABLE III: A comparison between the computational per-
formances of different methods.

Dataset RANSAC RANSAC+ICP Proposed method

fr1/xyz 0.074s 0.096s 0.083s

fr1/desk 0.075s 0.085s 0.079s

fr1/desk2 0.073s 0.091s 0.083s

fr2/xyz 0.071s 0.081s 0.078s

fr2/desk with person 0.067s 0.089s 0.072s

fr3/nostructure texture near 0.076s 0.179s 0.081s

fr3/structure notexture near 0.066s 0.215s 0.541s

fr3/structure texture near 0.074s 0.111s 0.081s

in terms of accuracy.
In the future, we plan on adding loop closure and global

optimization steps which are used to reduce the accumulated
error in the global pose estimate. We also plan on improving
our method by adding a multiple motion segmentation step
which will be useful when mapping environments in the
presence of moving objects. In addition, we intend to develop
a more robust method for the selection between geometric
and photometric features without negatively affecting the
computational efficiency.
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